The Public Ethernet—The next-generation
broadband access network

Michael Begley

Thanks to its compatibility with IP, simplicity of deployment, and above all
else, price-to-performance ratio, Ethernet is emerging as the leading stan-
dard for access technology. However, as currently deployed in the enter-
prise environment, Ethernet does not meet the requirements of a public
telecommunications network. A broadband access network that carries
real-time services must scale to handle large numbers of simultaneous
users, offer excellent in-service performance, differentiate between ser-
vices, and provide secure connections. Likewise, operators must have a
management solution that helps them to roll out and maintain their net-

works and provide customer support.

This article describes Ericsson’s Public Ethernet solution, which has
been developed using standard Ethernet technology and incorporates the
reliability, quality of service, security and manageability necessary for a

public telecommunications network.

BOX A, TERMS AND ABBREVIATIONS

Broadband market trends

Telecommunications service providers are

facing major changes in the services they

provide and the infrastructure they use. In

the broadband access market, some of the

driving forces for these changes include

e demand for lower costs—the combina-
tion of a single service offering (high-
speed Internet access) and relatively high
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access costs (especially in the backhaul
connection) means that most operators are
not yet generating sufficient revenue from
their  current broadband offering.
Notwithstanding, to increase broadband
penetration, they must lower their prices;

e increasingly complex home networks—
the current broadband service offering
(high-speed Internet access) is primarily
intended for one PC per connection. But
the emerging trend is for multiple devices
per connection, such as two or more PCs,
game consoles, and TV set-top boxes;

® new broadband applications—as broad-
band penetration increases and the mar-
ket grows, the number of applications will
also grow to meet the demand of increas-
ingly technology-savvy users. Today’s
youth and professional early adopters, for
instance, are driving the demand for the
delivery of advanced applications, such as
remote access, in-home health care, games
on demand, and gambling;

e demand for greater bandwidth—ad-
vanced applications require greater band-
width capacity, especially where multiple
users share the connection. At present, ap-
plications such as online gaming account
for nearly 9% of all backbone traffic in the
USA, and as new services become avail-
able, end-users will indirectly demand
greater bandwidth from the access net-
work; and

e the need for service differentiation—the
one-size-fits-all approach is not sustain-
able. Indeed, operators are already start-
ing to differentiate service offerings with
tiered bandwidth (512 kbps, 2 Mbps,
6 Mbps, and more). Ideally, the next step
will be an access network that can deliv-
er multiple services, such as a temporary
bandwidth upgrade for, say, gaming or
video conferencing.

For operators, the key to success in an in-

creasingly competitive environment is to

drive down the cost of delivering existing
services and to open the door to new
revenue-generating services. There are two
aspects to delivering a cost-effective solu-

tion: scalability and cost (Figure 1).

Ericsson’s Ethernet DSL access node reduces

costs substantially. Being uniquely scalable

and making use of Ethernet technology, the

IP DSLAM is a complete system on a board

that facilitates expansion in steps of 10 or

12 subscribers at a time. The Ethernet DSL

access node thus scales linearly to fit sites

with as few as 10 subscribers to those with
thousands of subscribers. As a backhaul link
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(“second-mile” transport), Ethernet is con-
siderably cost-effective. The cost of an
Ethernet uplink, for example, can be one-
tenth that of an asynchronous transfer mode
(ATM) uplink.

The combination of scalability and low
cost makes Ethernet an attractive technolo-
gy for operators who want to deploy a broad-
band access network. However, before the
technology can be deployed in a public
telecommunications network it must be
adapted to fulfill several key requirements.

The Public Ethernet
network

A public broadband access network must
support traffic separation, service differen-
tiation (quality of service), be secure, sup-
port multicast, be robust (in-service perfor-
mance), and have a telecommunications
management solution to support operation
and maintenance of the network.

Traffic separation prevents end-users
from eavesdropping the traffic of other end-
users. [t also separates services and other ser-
vice provider traffic, giving the network op-
erator full control of who talks to whom,
thereby guaranteeing that only authenticat-
ed users may use network resources.

The definition of different classes of qual-
ity of service (QoS) makes it possible to dif-
ferentiate between services—for example,
those that are sensitive to delay and packet
loss and those that are not. This ensures that
the most sensitive applications and best-
paying services receive priority when there
is congestion in the network.

Although most end-users are genuine, a
small percentage of them can be malicious.
Therefore, to avoid fraud and service outage,
operators must put security mechanisms in
place to protect the network and other end-
users.

Over the years, numerous experiments
have been made to deliver broadcast services
such as TV and radio over broadband net-
works. At present, the only cost-effective
method of delivering broadcast services is
multicast, where a single stream of data is
transported through the network as close to
end-users as possible and then duplicated
and delivered to multiple end-users.

In-service performance is important to
operators because network downtime results
in lost revenue. Likewise, a resilient network
is needed to fulfill service level agreements
(SLA), avoid poor reputation and prevent
customer churn.
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Operators must have a comprehensive Investment in €
telecommunications management solution
in place before they can build out infra-
structure, provide services and effectively
manage their networks. Present-day
Ethernet-based local area networks (LAN)
deployed in the enterprise environment can-
not fully meet these requirements. Ericsson
has thus designed and developed the Public

Ecthernet network solution (Figure 2).
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Originally, Ethernet LANs were based on
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faults. As Ethernet LANs continued to
grow, the network devices were linked to a 60
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wiring. In an Ethernet network built using
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must thus compete for available bandwidth.
At best, this solution makes use of only 40%
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Toapply Ethernet on a larger scale, for ex-
ample, in a wide area network (WAN) or 2003 2004 2005 2006 2007
Public Ethernet network, Ethernet switch- Figure 1

es replace the hub in the network. Ethernet
switches examine packets, and process and

Overview of the scalability and cost com-
petitiveness of the Public Ethernet network.

Figure 2
Overview of the Public Ethernet network.
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Figure 3

Overview of VLAN per service.

prioritize them instead of simply repeating
the signal to every port in the network.
Switches map the Ethernet addresses of the
nodes that reside on each network segment
and only allow pertinent traffic to pass
through them.

Ethernet switching thus facilitates a sig-
nificant increase in bandwidth by enabling
simultaneous switching of data packets be-
tween its ports,and segmenting the network
into different broadcast domains.

A LAN isdefined as a single broadcast do-
main. Therefore, when a user broadcasts in-
formation on the LAN, every user on the
LAN receives the broadcast. The virtual
LAN (VLAN) standard described in IEEE
802.1Q is an extension of the Ethernet stan-
dard that describes how a LAN can be log-
ically segmented into different layer-2
broadcast domains. Because the segmenta-
tion is logical and not physical, end-users do
not have to be at the same physical location.

For residential subscribers, VLANs are
used to separate services into service
VLANS. To prevent unauthorized access to
the services, end-users are solely connected
to the service VLANs to which they have
subscribed (Figure 3).

End-users who access the same service
VLAN are in fact connected to the same
broadcast domain. In traditional LAN envi-
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ronments, the end-users would have

layer-2 visibility—that is, their network de-

vices would be able to communicate with
one another on Ethernet layer 2. This gives
rise to two main problems:

* End-users connected to the same service
VLAN might establish direct peer-to-
peer connections on layer 2, bypassing the
service provider’s broadband remote ac-
cess server (BRAS), which controls access,
provides security filters, manages charg-
ing, and allocates capacity.

e A malicious end-user might execute spe-
cific layer-2 attacks on other end-users.
Ericsson’s Public Ethernet solution resolves
these problems. Layer-2 visibility between
end-user devices requires knowledge of a
peer’s layer-2 address, or media access con-
trol (MAC) address. Devices obtain the
MAC address of other devices by broadcast-
ing an address resolution protocol (ARP) re-
quest. To prevent this from occurring, and
to direct all upstream traffic to the BRAS,
the Ethernet access node implements the
MAC forced-forwarding mechanism. An
ARP proxy in the Ethernet access node pre-
vents end-users from sending broadcast re-
quests into the network by always respond-
ing with the MAC address of the BRAS.
This ensures that end-user devices obtain
the MAC address of the BRAS but not of
other users. The upstream traffic of users
who try to violate this rule is filtered out.
All end-user traffic is thus forced to pass via

the BRAS (Figure 4).

For point-to-point protocol (PPP) access,
the PPP over Ethernet (PPPoE) protocol cre-
ates a tunnel between the end-user device
and the BRAS. Each PPP tunnel is separat-
ed from other PPP tunnels, and because the
Ethernetaccess node will only accept PPPoE
frames, the upstream traffic can only flow to
the BRAS. Therefore, no two end-users can
obtain layer-2 visibility.

For business subscribers, a VLAN can be
allocated to a specific end-user (the network
of a branch, regional or corporate office) to
create an isolated layer-2 network that can
cross the IP core network in a layer-2 or
layer-3 virtual private network (VPN). The
traffic—which could be from a corporate in-
tranet, circuit emulation services over IP
(CESoIP) for PBX interconnection, or
Frame Relay—is carried transparently
through the layer-2 network (Figure 5).

Quality of service

IEEE 802.1p, which is part of the IEEE
802.1Q standard, defines the Ethernet pri-
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Figure 6
Overview of the virtual MAC address func-
tion.
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Overview of DHCP option 82.

The technique reduces traffic loss, but in-
troduces delay and jitter into the traffic
stream.

Bandwidth policing causes packets to be
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an attractive option for voice over IP (VoIP)
and video traffic. In summary, a combina-
tion of IEEE 802.1p and bandwidth shap-
ing or policing makes it possible to assign a
QoS profile to a VLAN (the end-user’s log-
ical connection that carries the service).

When end-user traffic reaches the IP core
network (the BRAS or edge router), the dif-
ferent IEEE 802.1p priorities are mapped
into differential services (DiffServ) classes or
multiprotocol label switching (MPLS) ex-
perimental bits to maintain the priority of
the traffic as it is routed through the IP core
network.

Security

One method of identifying end-users who
have accessed the network is to record their
MAC addresses. However, this method has
some fundamental drawbacks—for in-
stance, it is difficult to trace a MAC address
to a specific end-user, end-users can easily
modify their MAC addresses, and multiple
devices can appear in the Ethernet access
network with identical MAC addresses, ei-
ther intentionally (spoofing) or by accident.

To counter these problems, the Public
Ethernet network solution makes use of vir-
tual MAC addressing. In the Ethernet ac-
cess node, the end-user MAC address is
mapped to aunique, locally generated MAC
address (virtual MAC). This is used within
the access network as an alias for the end-
user’s MAC address. The algorithm used to
generate the virtual MAC address identifies
the port and logical connection to the end-
user. Consequently, the virtual MAC ad-
dress, which is outside the control of the
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end-user, can be used to identify the exact
source of all upstream traffic. In addition,
the function enables operators to protect the
network from malicious end-users, by
blocking their attempts to broadcast multi-
ple MAC addresses into the network to over-
load the MAC address tables in the Ether-
net switches (Figure 6).

Operators who use the dynamic host con-
figuration protocol (DHCP) to assign IP ad-
dresses to end-users can enhance this func-
tion using DHCP option 82. When end-
users request an IP address, the Ethernet ac-
cess node detects the requests and modifies
them by adding a string that identifies each
end-user. The Ethernet access node can au-
tomatically generate this string to identify
the end-user port from which the request
originated. Alternatively, the operator can
define the string to use via the management
system. The BRAS can then send informa-
tion such as time, date, IP address and iden-
tifier to the RADIUS log to keep a record
of which end-userslogged onto the network,
and from which ports the end-user traffic
originated. The operator can thus trace end-
user activities if necessary (Figure 7).

Filtering rules implemented in the
Ethernet access node provide additional se-

curity. For instance, it is possible to set up
rules for processing traffic on layer 2 or layer
3. To prevent IP spoofing,the Ethernet ac-
cess node can be configured to solely accept
traffic from the IP address or IP subnet as-
signed to the end-user. The Ethernet access
node learns the assigned IP address or IP
subnet by snooping the DHCP reply sent
from the DHCP server. For end-users with
a static IP address, it obtains them from the
management system.

Multicast

There are several broadcast services, such as
TV and radio, that send the same data stream
to multiple end-users simultaneously. Two
methods are used for delivering the data
stream: unicast and multicast. With unicast,
an end-user requests access to the data stream
and it is sent to him. Although simple to im-
plement, the unicast solution is not scalable
because the same data must be sent 100 times
to 100 different end-users (Figure 8).

With multicast, a single data stream is
transported through the network as close to
end-users as possible before it is duplicated
and delivered. This approach saves band-
width in the transport network and reduces
load on the content server, providing a much
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Figure 9
Overview of a multicast implementation.
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more scalable and cost-effective solution for
delivering broadcast services (Figures 9 and
10).

For multicast to work, a protocol is used
to determine the multicast group, so the
router or switch can determine which traf-
fic to forward to each end-user. The Public
Ethernet network uses the Internet group
management protocol (IGMPv2 RFC
2236). End-users send join and leave mes-
sages to tell the network which multicast
session they want to participate in. The
Ethernet DSL access nodes and Ethernet
switches in the aggregation network snoop
the IGMP requests to detect and maintain
the multicast groups.

The Ethernet access node can also keep a
“white list” of the IGMP groups to which a
given end-user is allowed to access. Opera-
tors can thus set the end-user port on the
Ethernet access node to restrict access of a
specific end-user to, say, IGMP groups 1-20
(for example, TV channels 1 - 20 in a basic
subscription package). The Ethernet access

node blocks any attempts by end-users to
select IGMP groups to which they do not
have access.

Robustness and availability

To fulfill service level agreements, prevent
customer churn, and avoid poor reputation,
operators must have a resilient network.
Equipment can feature internal redundant
hardware—some equipment is fully redun-
dant, some only partially redundant. Net-
work redundancy, which protects against
the failure of a link or network element, is
achieved by having alternative paths for
end-user traffic through the network.

The use of two fibers between Ethernet
switches provides 1+1 physical link redun-
dancy with two physical links to carry traf-
fic between Ethernet switches and with
failover time of less than 50 ps.

The solution also employs rapid spanning
tree, a relatively lightweight protocol spec-
ified in IEEE 802.1w that enjoys wide sup-
port in the industry. The protocol makes it
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possible to redirect end-user traffic (typi-
cally within 5 seconds) via an alternative
path when the primary path fails. It isa cost-
effective redundancy option at the edge of
the network (for example, at the Ethernet
DSL access node) where nodes are often re-
motely placed with a small number of Eth-
ernet switches, links and VLANSs, and rela-
tively few subscribers are affected by a sin-
gle failure.

The Ethernet automatic protection
switching (EAPS) protocol, specified in
RFC 3619, works in networks built with a
ring topology, where a master node redirects
traffic in response to failure. EAPS has a
failover time of less than 50 ms, providing
the in-service performance required in the
Ethernet aggregation network, where a sin-
gle failure can affect a large number of users.

These redundancy mechanisms enable op-
erators to build a Public Ethernet network

with 99.999% availability.

Telecommunications management

Operators need to have a comprehensive
telecommunications management solution
in place before they can build out infra-
structure, provide services, and effectively
manage their networks. An element man-
ager, called PEM, offers fault-management,
configuration-management, performance-
management and security-management
functionality for managing the Ethernet ac-
cess nodes.

Likewise, the Ethernet connection man-
ager (ECM) is a tool for configuring VLANs
and network resources end-to-end in the
Public Ethernet network. It supports a wide
range of network topologies and can be
adapted to support equipment from a vari-
ety of vendors. The ECM collects a vast
amount of data on the network and network
topology in its database. This data also has
a useful secondary value outside the ECM
and can be used to assist operators in engi-
neering traffic for network expansion and
usage.

Finally Ericsson has a service offering to
assist operators in rolling out and installing
the Public Ethernet network as well as in in-
tegrating it into systems for service provi-
sioning, network management, work prac-
tices and business support.

Transport solutions for the Public
Ethernet network

Although the many advantages of Ethernet
broadband access are compelling, operators
with extensive ATM and synchronous dig-
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ital hierarchy (SDH) transport networks
must find a way of fully utilizing and mi-
grating existing network architectures. This
migration can be addressed in different
ways, depending on the architecture and op-
erator plans.

Ericsson offers a range of solutions that in-
terface the Ethernet access network to lega-
cy transport technologies, such as ATM,
SDH and plesiochronous digital hierarchy
(PDH). The product portfolio covers
e Ethernet over dark fiber;

e Ethernet over course wavelength division
multiplexing (C-WDM);

e Ethernet over radio link—point-to-point
or point-to-multipoint;

e Ethernet over SDH or PDH, either as

E1/T1, E3/T3, or STM-1/0C3;

e Ethernet over the next-generation SDH
network; and
® Ethernet over ATM.

Migration of traditional TDM- and ATM-
based services to Public Ethernet

Although the Public Ethernet network
opens up new and exciting opportunities,
legacy applications based on E1 leased lines
and Frame Relay connections will continue
to exist. To cater for these applications,
transparent LAN connections (VLAN) are
created in the Ethernet access network, and
equipment is placed at the subscriber’s
premises (customer premises equipment,
CPE)—the CPE converts subscriber traffic
to circuit-emulation services over IP
(CESolP, structured and unstructured) or
Frame Relay over IP (FRoIP). These services
are then carried transparently through the
Public Ecthernet network with high priori-
ty and minimum delay and jitter.

Conclusion

The continuing evolution of broadband ac-
cess will create numerous challenges for ser-
vice providers, who in an increasingly com-
petitive environment must drive down the
cost of delivering existing services and si-
multaneously open the door to new revenue-
generating services.

Ericsson’s Public Echernet network solu-
tion has been designed and developed to
meet these challenges. By drawing on stan-
dard Ethernet technology, Ericsson can offer
a broadband access network with an un-
beatable price-to-performance ratio, while
maintaining the carrier-class functionality,
security, quality of service and scalability of
traditional telecommunications networks.
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